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Sins Committed in the Name of Ecological Validity:

A Call for Representative Design in Education Science


Do you want conclusions and findings from education research to generalize to real-world education, where students are taught, learn, and are tested?  In critiquing education research, are you concerned when it is not ecologically valid?  Most of us would answer “yes” to both of these questions.  Even if we believe that broad generalizability may not be feasible in any one experiment, conducting “ecologically valid” research is no doubt an ideal to which we still strive.  In the present chapter, we agree that generalizability is essential, but we deconstruct ecological validity and argue that the term is often misused and misrepresented in a manner that may ultimately stifle the development of methods for achieving generalizability.  For those of you who answered both questions with a resounding “yes,” and the present authors certainly have done so, we must emphasize that our goal is not to undermine the ideal of validity – every social scientist’s desire is to conduct research that is generalizable to a target ecology.  Indeed, we mean to hold this ideal with the highest regard, and by doing so, we will reveal the sins committed in the name of ecological validity and the promise of research programs that are informed by representative design.

By no means are we the first to call for this reform within the scientific community – to scrutinize the use of the term ecological validity and to attend more deeply to issues pertaining to generalizability.  Others who have made such a call include Araújo, Davids, and Passos (2007), Hammond (1998), Petrinovich (1989), and Schmuckler (2001).  Although each of these authors offer unique insights about conducting research that will generalize, they all converge on a common theme:  The concept of ecological validity is inadequate for guiding the design of research that will generalize to target ecologies.  Given that these papers are more extensive than the current chapter, we highly recommend reading them to get a more thoroughly informed and well rounded perspective on ecological validity and representative design.

Here, we have the more modest goal of providing an introduction to these concepts.  We first describe some of the sins committed in the name of ecological validity – partly what makes the concept less than ideal for understanding how to achieve generalizability. We then reveal the challenge of generalizability in more depth, by discussing just a subset of the numerous factors in the target ecology of education researchers.  We then introduce the work of Egon Brunswik, who originally defined ecological validity and argued that psychological scientists should use representative designs to increase the chances of obtaining generalizability.  

Sins Committed in the Name of Ecological Validity 


Although we intentionally included “sins” in the title of our chapter to be provocative, in a literal sense the use of the term ecological validity can lead us to commit offenses that may sidetrack the development of scientific research intended to improve student scholarship.  These sins arise when we reject research as not being ecologically valid, and they arise when we mistakenly accept research as being ecologically valid.  Even we have used the term ecological validity inappropriately in the past.  Thus, our goal is not to cast the first stone against others, but instead to reveal these sins of unwarranted rejection and unwarranted acceptance, and in turn, provide a call for representative design, which provides a much stronger foundation for conducting education research that will generalize.  
Why would using the term ecological validity to critique research cause any problems?  First, the term ecological validity has never been precisely defined, but has been used in a rather general and vague way.  Perhaps the most often-cited advocate of ecological validity has been Ulric Neisser, who in 1976 claimed that “the concept of ecological validity has become familiar to psychologists.  It reminds them that the artificial situation created for an experiment may differ from the everyday world in crucial ways. When this is so, the results may be irrelevant to the phenomena that one would really like to explain” (Neisser, 1976, p. 33).  Although potentially true, Neisser did not offer specific guidelines on how to achieve generalizability aside from appealing to intuition.  Beyond Neisser, Hammond (1998) outlines the vague, multifaceted, and incorrect use of ecological validity by many leaders in the field.  Like the above excerpt from Neisser (1976), in other discussions of the concept, some notion of generalizability to one’s target environment is implied, and at times even a specific statement is made about what counts as an ecologically valid experiment.  For instance, Bronfenbrenner’s (1977) definition is that “an investigation is ecologically valid if it is carried out in a naturalistic setting and involves objects and activities in everyday life” (p. 515).  Generalization may be what we desire to obtain, but these intuitive definitions may be misleading, and even worse, carrying out research “in a naturalistic setting that involves activities in everyday life” may altogether undermine generalizability.  A naturalistic setting guarantees nothing, especially given that “naturalistic” is never unpacked – what does it mean?
We are not arguing that education researchers should not be concerned about the degree to which research will generalize in a manner that will improve education practices and student scholarship.  However, the sin committed here is that the term ecological validity is used in such a vague manner that it does not provide any guidelines for how to conduct research that is generalizable (for further discussion, see Schmuckler, 2001).  Moreover, as an associate editor and as a reviewer for educationally-oriented journals, the senior author of this chapter has too often seen articles blocked by reviewers who boldly state that the research under review is not ecologically valid without providing any explanation about how it is not ecologically valid.  We all just assume everyone else knows what ecological validity means, so why fret about explaining how a particular investigation does not meet the mark?  Our concern is that otherwise quality articles are sometimes rejected on the basis of such non-constructive critiques.  Nevertheless, we also sympathize with those who have erred in this way, because how can we offer a precise statement about the lack of ecological validity, when the concept itself has not been precisely defined?  

Second, using the term ecological validity may give the impression that conducting research in the target ecology ensures that we have met our objective of generalizability.  So, if one is interested in improving student metacognition and learning in the classroom, then conducting research in the classroom is by fiat ecologically valid.  Such assumptions can easily lead to the sin of unwarranted acceptance.  A thought experiment, however, demonstrates that this impression is false.  Imagine that you are conducting an experiment that investigates students’ skill at predicting their performance on classroom tests (for a general review, see Hacker, Bol, & Keener, 2008).  Such a skill is metacognitive in nature and is apparently useful in helping students to efficiently regulate their learning, because if they accurately predict that they will not do well on a test, they can devote more time for study.  You choose to conduct this experiment in your class on Educational Psychology, and realizing the potential importance of accurate metacognition, you encourage all of your students to make accurate predictions.  Finally, you examine the absolute accuracy of the students on all four of the classroom exams (for detailed discussion of measures of monitoring accuracy, see Schraw, this volume).  The students are at first overconfident, but their predictive accuracy also improves across exams.  Experiments like this hypothetical one have yielded some intriguing outcomes about students’ metacognitive abilities in the classroom (Neitfeld, Cao, & Osborne, 2006), and our goal here is not to single out any one line of research for criticism. Our main point here is that although this hypothetical experiment was conducted in a classroom, many factors may limit its generalizability to other classrooms.  For instance, in contrast to this study, improvements in predictive accuracy may not arise when (a) other teachers do not emphasize the importance of making accurate predictions, (b) a different content area is used in which the students are less interested and motivated to learn, (c) different tests are used (e.g., multiple choice versus essay) that result in different levels of initial absolute accuracy, and so forth.  
Our example was meant to make it obvious that conducting research within a naturalistic setting (in this case, a single classroom) does not guarantee generalizability.  The more important point, however, is that almost any investigation – regardless of how or where it is conducted – will likely be limited in its generalizability.  A similar point was made by Schmuckler (2001), who notes that “concerns with ecological validity are evident in the multiple dimensions of experimental work, including the nature of the experimental setting, the stimuli under investigation, and the observer’s response employed as the measure… One consequence of this problem is that concerns with ecological validity can be raised in most experimental situations” (p. 419).  Acknowledging this fact will help us make new headway into developing programs of research that will consistently achieve generalizability.
The Challenge for Obtaining Generalizability in Education Science


Ironically, although our thought experiment above was meant to be provocative, it actually falls well short of illustrating the number of factors that can vary in educational settings and hence may influence conclusions and findings from metacognitive research.  To emphasize this point, we have generated a list of factors that could in principle influence the outcomes of educational research.  These factors are presented in Table 1 and refer to different aspects of the environments in which students are taught, learn and are tested.  Any factor that would moderate the effects of an independent variable in an experiment, but was not manipulated within that experiment, by definition limits the generalizability of conclusions from it.  We encourage you to generate other factors as well, because we suspect our list is woefully incomplete.  Consider just two of these factors and their potential influence on student metacognition and motivation.


Textbook materials and metacomprehension.  Students who can accurately monitor how well they have learned and understood text materials are more effective at learning those materials (for reviews, see Dunlosky & Lipko, 2007; Thiede, Griffin, Wiley, & Redford, this volume).  Accordingly, many researchers are attempting to understand metacomprehension accuracy (i.e., the degree to which students’ judgments of their text learning predict actual test performance), so as to help students better evaluate their text learning.  Perhaps not surprisingly, levels of metacomprehension accuracy are influenced by many factors.  For instance, Weaver and Bryant (1995) investigated the impact of the type of text on readers’ metacomprehension accuracy by giving them either narrative or expository texts to read.  The narrative texts were short stories, such as fairy tales, which were designed to entertain more than to inform.  The expository texts were designed to communicate information, like short encyclopedia articles.  After reading each text, participants were asked to make metacomprehension judgments for each one (for details about these judgments, see Thiede et al., this volume).  Afterwards, they received a test over each text that was composed of multiple-choice questions; half of these questions assessed detailed information, whereas the other half assessed thematic information.  The relative accuracy of the judgments was operationalized by an intra-individual correlation between each student’s judgment and test performance across the texts.  Accuracy was also computed separately for questions that tapped details and for those that tapped thematic information.  Weaver and Bryant found an interaction between the type of text (narrative vs. expository) and type of test question (thematic vs. detailed) used in their study.  Specifically, relative accuracy was highest for thematic questions when students read and judged narrative texts, but it was highest for detailed questions when they read expository texts.  
Additionally, Weaver and Bryant also noted that the texts used in their study had not been equated for reading difficulty.  Therefore, in two follow-up experiments, they used the Flesch-Kincaid readability index to rate texts on reading difficulty and found that text difficulty was also influencing metamemory accuracy.  Specifically, metacomprehension accuracy was highest when texts were at an intermediate difficulty level (approximately a 12th-grade reading level) in comparison to an easy level (below grade 8) or difficult level (around grade 16).  

These effects and interactions have had an impact on metacomprehension theory, but more important for now, they showcase that research conducted in this area that does not consider these influential factors may yield conclusions that may be misleading and limited in generalizability.  For example, we may discover an intervention that will boost metacomprehension accuracy, but if our study included texts of only one difficulty level, the degree to which this intervention will successfully generalize to student metacomprehension may be rather limited. 

Teacher discourse style and student motivation.  As illustrated in Table 1, factors such as text type, question type, and reading difficulty, are only a few of the environmental factors that may interact with the main outcomes of education research.  For another example, consider teacher discourse style, which inevitably varies between teachers and hence across different classrooms.


Turner, Meyer, Midgley, and Patrick (2003) examined the goal structures established by teachers in sixth-grade classrooms to evaluate their impact on students’ positive coping, self-regulation, negative affect following failure, and self-handicapping.  Two classrooms were chosen because they were both perceived by students to have the same goal structure (high mastery goals combined with high performance goals), yet the students in the two classrooms exhibited some important differences in affect and behavior.  In addition to having the same goal structures, the two classrooms were similar in other ways, too, including demographics, achievement, teacher training, teacher experience, curriculum, and proportion of classroom time spent on various types of learning tasks.  Nevertheless, students in the two classrooms differed significantly in their reports of negative affect following failure and in their use of avoidant behaviors such as self-handicapping.  
To understand these differences, teacher discourse was analyzed from lessons that had been observed while the same two mathematics lessons were taught in the two classrooms.  This analysis revealed some important differences in the teachers’ discourse styles which seemed to parallel the differences seen in student affect and avoidance behaviors.  Whereas both teachers provided instruction that emphasized understanding, one of the teachers did not provide as much support for developing student autonomy.  Moreover, whereas both teachers used discourse to try to encourage students, one of the teachers was less consistent in her motivational support, using a higher proportion of negative comments.  Put differently, one of the classrooms had teacher-student interactions that were less supportive of student autonomy and more negative regarding motivation, and the students in this classroom self-reported significantly greater levels of self-handicapping and negative affect following failure.  These results point to the importance of considering contextual factors, such as discourse style, when considering the relationship between classroom goal structures and student outcomes.  An obvious point here is that metacognitive interventions may have a differential impact in classrooms that are taught by teachers who have a negatively-biased discourse style as compared to those taught by teachers who more consistently adopt a positive style.
To summarize, we would like to emphasize two issues.  First, both studies highlight how student outcomes can be moderated by factors that could vary across classrooms.  Relevant studies that do not consider these particular factors risk limited generalizability.  Second, regardless of their strengths, in terms of generalizability, both studies have a similar weakness, because neither examined the full array of factors that could potentially influence student outcomes.  Nevertheless, we suspect that according to how some scientists have used the term ecological validity, the first experiment, which was conducted in a laboratory (Weaver & Bryant, 1995), would be chided as not being ecologically valid, whereas the second experiment, which was conducted in classrooms (Turner et al., 2003), would be heralded as being ecologically valid.1  It should be equally clear now that neither assessment is appropriate.  Moreover, text materials and discourse style are just two of many factors that will vary across classrooms and that could limit the generalizability of education research.  This obstacle may not be easily overcome, but to make progress toward this end, we encourage education researchers to consider representative design.   
A Call for Representative Design


As we argued above, one reason that using the term ecological validity limits progress in the field is that it has not been precisely defined.  Our point was that one popular use of the term ecological validity – when it refers to generalizability – has not been adequately developed.  Nevertheless, when originally introduced, ecological validity had a precise meaning.  In fact, Egon Brunswik (1956) coined the term well before it turned into a flaccid moniker for generlizability.  For Brunswik, and for many other scientists since, ecological validity refers to the degree to which a distal (or environmental) cue is related to a relevant psychological response.  So, consider again the example discussed above concerning students’ ability to accurately judge their learning of texts.  One distal cue may be the length of sentences in a particular paragraph.  If sentence length demonstrates a relatively low correlation with actual learning of the text, this distal cue has low ecological validity.  However, if the distal cue of sentence length correlates highly with actual learning, it would have relatively high ecological validity.  Ecological validity as defined by Brunswik should be held in particular esteem by those interested in metacognition, because it draws attention to the fact that people will often use a variety of cues to evaluate themselves, such as how well they understand a topic, their ability to understand difficult course content, or the likelihood that they can achieve their learning goals.  For each of these dimensions, students may rely on different cues to evaluate themselves (called cue utilization), and the degree to which the cues correlate with the actual dimension being evaluated (ecological validity) will in turn determine the accuracy of students’ inferences (for examples of ecological validity in metacognitive research, see Gigerenzer, Hoffrage, & Kleinbölting, 1991; Koriat, 1993).  Ecological validity is a powerful concept for understanding the accuracy of metacognitive assessments; importantly, however, it has nothing to do with generalizability of results to target ecologies. 
In contrast, Brunswik’s (1956) concept of representative design deals specifically with generalizing to target ecologies, and it does so in a way to clarify the challenges of obtaining generalizability.  Representative design refers to a design in which a particular investigation represents the ecology (or environment) outside of the investigation – whether the investigation is conducted in a classroom or in a laboratory – to which we seek to generalize.  We flesh out this concept in more detail in the next section.  Our main point for now is that over the past three decades the well-defined concept of ecological validity has been confused with representative design.  Such confusion in the use of scientific terminology will in part undermine cumulative progress in education science, partly because the incorrect use of ecological validity does not offer definitive guidelines on how to conduct representative research that is most likely to generalize in the intended manner.  As more eloquently, and strongly, put by Hammond (1998):
[S]cientists should not take a scientific term that has an established definition and meaning and use for over a half century and employ it in an arbitrary fashion that robs it of any meaning whatever.  No one has a right to do that.  It is bad science, bad scholarship, and bad manners… No one should think that this is merely an attempt to resurrect the purity of a term used by an author 50 years ago; it is a term currently in frequent (proper) use by many psychologists… Therefore its arbitrary change of meaning is a barrier and an affront to those attempting to develop a cumulative science (p. 2)

We urge all education scientists – and particularly those conducting metacognitive research – to reserve the term ecological validity for applications involving Brunswik’s definition:  the degree to which a distal (or environmental) cue is related to a relevant psychological response.  Besides just using the term as it was originally meant, doing so should ensure that we do not continue to conflate ecological validity with Brunswik’s other concept of representative design.  Note that although the concept of representative design is itself relatively simple, developing and conducting a representative design in education research may be an ideal that is often difficult to achieve.  The stark reality of attaining such an ideal will be more evident as we expand upon representative design.
Beyond Representative Design:  The Stark Realities of Conducting Research that Will Generalize
What does it mean to have a representative design in education research?  To obtain generalizability across environments, education researchers should begin by describing the environment to which they want their outcomes and conclusions to generalize.  In some cases, the environment might be relatively homogeneous, such as if you want your results to generalize to students using a tutor for a particular class.  If so, conducting research within that class with that tutor may be sufficient.  The idea here is simply that if one is conducting research within the specific environment with which one wishes to generalize, sampling the envirnoment is not an issue and hence generalizability is unnecessary.
In most cases, however, we suspect that researchers desire to generalize to relatively heterogeneous environments, such as to all middle-school classrooms in which genetics is being taught or to all grade-school students learning mathematics.  Across classrooms, the environments will vary on many factors (for a subset, see Table 1), and to obtain representative design, one would have to sample randomly from classrooms in which these factors vary (and covary) in a representative manner.  That is, for Brunswik’s representative design, we must sample environments just like we were trained to randomly sample participants.  For instance, if you are conducting research with fifth graders in Chicago, you would need to randomly sample from all the fifth grade classrooms, which differ with regard to teacher abilities, socio-economic makeup of the students, quality of the classroom facilities, and so on.  At minimum, perhaps you could develop a description of the degree to which these factors both vary and are intercorrelated across schools in Chicago, and then sample in a manner so that the distribution (and intercorrelations) of these factors are represented in your design.  Without doing so, you would run the risk of conducting research that will not widely generalize.  This method to obtain a representative design is akin to stratified random sampling.  In the latter case, however, researchers use subject demographics to randomly sample appropriate distributions of subjects within various strata, whereas for representative design, researchers would be concerned about randomly sampling environments.
Why is such sampling necessary to obtain an accurate estimate of the generalizability of our conclusions and findings?  To answer this question, consider again the results from Turner et al. (2003), who described how teachers’ discourse style influenced student motivation and affect.  Assume that in the population of teachers in your target ecology, 80% have a positive discourse style, 10% have a negative style, and the remainder are somewhere in between.  You might attempt a metacognitive intervention to boost student comprehension in a classroom, and in doing so, the teacher slated to that class may fall within the 10% of teachers who have a negative discourse style.  After you complete the intervention, you report that it had a rather small (but significant) effect on student comprehension – nothing worthy of pursuing any further.  If you had randomly sampled 20 classrooms to evaluate your intervention, you would have been more likely to obtain a distribution of teachers that represented the target ecology, and in this case, your effect size – which now capitalizes on the majority of positive teachers – may be substantially larger.  This estimate of effect size would better represent the efficacy of your intervention for the target ecology; this effect size would generalize.  
Another glance at Table 1 may help to further illustrate the difficulties of developing a representative design in education science.  In particular, our example above focuses on only one variable – teacher discourse style.  However, any of the factors in Table 1 may be influential, and as important, these factors do not all vary independently in the target ecology.  Thus, to obtain a representative design, our sample of environments must represent not only the distribution of each critical factor within the target population, but it also must represent the inter-correlations among the factors.  
Based on this analysis of representative design and our earlier arguments, it should be evident that rarely will any one study meet the mark.  Even worse, a series of studies that independently considers various levels of a factor may not yield the generalizability that we desire (Maher, 1978).  For instance, you may conduct a study to evaluate the efficacy of your metacognitive intervention, and being savvy about teacher influences, you decide to conduct one intervention with a teacher with positive discourse style, and another intervention with a teacher with negative discourse style.  As you expected, the intervention yielded a larger effect size (Cohen’s d = .70) with the former teacher, and a much smaller one with the negative teacher (d = .10).  Certainly, the interaction is informative in suggesting the intervention may be less effective with teachers with negative discourse styles.  However, the investigation is largely mute with respect to generalizability to the target ecology, at least if you do not know (a) what the distribution of teacher discourse styles is in the population to which you want to generalize and (b) how discourse style interacts (and covaries) with other unsampled environmental factors.  
By now, it should be obvious why Brunswik’s (1956) representative design has not been adopted within all domains of psychology.  For education researchers who want to generalize to classroom learning, sampling from a representative population of classrooms would be a daunting task.  Add to this obstacle the fact that generalization will also require investigating individual differences, the task becomes even more challenging.  How can we begin to meet these challenges?  
Recommendations 

 Given the points raised above, one may wonder whether it is feasible to conduct research that is entirely representative of a target ecology.  We concede that this ideal may often not be achievable by a single investigator, but even if the ideal cannot be met, we all have much to gain by discussing the implications of representative design for how we conduct and review research.  To this end, we offer a small set of recommendations (for other recommendations, see Dhami, Hertwig, & Hoffrage, 2004), which are meant to stimulate conversation and debate about how we can meet the challenges posed by the need for representative design to achieve generalizability.


First, we should stop using ecological validity to mean generalizability, and instead use the term to mean ecological validity as developed by Brunswik (1956).  In contrast to Hammond (1998), we are not concerned about “bad manners,” because for researchers interested in metacognition, the distinction goes well beyond semantics and poor taste.  For metacognition research, Brunwik’s concept of ecological validity is essential for understanding monitoring and control processes that can influence student scholarship.  Students use cues in their environments (both internally and externally) to evaluate their progress and to make decisions about how to regulate their learning, and hence the ecological validity of these cues will influence their success.  The concept of ecological validity can guide research on metacognition, but it is much less likely to do so when we use it to mean something else.  
Second, we should be explicit about the ecology that our research is targeting.  Perhaps this is obvious in most articles, because after all, an article about self-regulated learning in a college biology class should at least be targeting other biology classes at the same level.  As reviewers of psychological literature, we should be more sympathetic to these issues, and, at a minimum, should always explain ourselves when we state, “this research is not representative.”  When you are tempted to critique a paper in this manner and hence run the risk of committing the sin of unwarranted rejection, ask yourself, “How does this research fail to meet a standard of generalization expected by the field?”  For that matter, one excellent question for the entire field would be, “Exactly what is the standard of generalization we should be expecting?”  We cannot answer this question confidently without a larger discussion within the field, but expecting all research to be built on representative design is setting the standard much too high.  
Third, a goal of education research should be to continue to understand the environments in which student learning and performance occurs.  The list presented in Table 1 is not exhaustive, yet it already comprises a sizeable number of factors that could plausibly influence student learning.  Which of them should we choose to investigate?  Which ones will be influential, and importantly, which ones are not?  Answering these questions is vital, because doing so will limit the number of possible relevant factors to sample from and hence make the reality of conducting representative design more feasible.  Systematic collection of classroom demographics, which could support the development of a theory of these environments, could guide decision making about which factors to sample when designing education research.

Fourth, education researchers have developed many programs that successfully improve student learning.  These successes originated from research that was not representative, but instead from individual researchers, who were investigating a promising – but untested – method usually in a single classroom.  Representative designs will require sizeable funds to complete, and perhaps rightly so, substantial grants are not available for risky interventions.  So, perhaps ironically, representative designs in education research will often be fostered by progressive research that is nonrepresentative with respect to the target ecology; in fact, such systematic research will likely be the root of all representative designs in education research.  We should continue conducting our research – in the laboratory and in the classroom – but in doing so, attempt to make our designs as representative as possible and to understand their limitations.
Conclusion

Even if all sins cannot be forgiven, the sins committed in the name of ecological validity can easily be forgotten as we move toward a research culture that seeks to achieve generalizability through the use of representative design.  By shifting our focus to representative design, metacognitive research aimed at improving student scholarship will reap at least two benefits.  First, ecological validity is the degree to which an environmental cue predicts a proximal psychological response.  Defined in this manner, ecological validity becomes a useful tool for understanding the biases in students’ judgments and why they are often inefficient at regulating their learning.  Second, and as important, Egon Brunswik (1956) precisely defined representative design, and adopting such a design will ensure research outcomes generalize to target ecologies.  Discussing how to achieve this design ideal is bound to promote genuine advances that will leave no child behind, regardless of his or her personal characteristics or learning environments.
Footnote

1.
Given that this research uses a quasi-experimental design, one might have other reasons to be concerned about the generalizability of results.  Our main point here, however, is that conducting research in a classroom does not give it special status as ecologically valid, even if all other aspects of the research are sound.
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Table 1

Environmental Factors that May Limit Generalizability

Teachers


Metacognitive orientation


Task and Goals


Discourse Style with Students


Expertise


Background Knowledge


Intelligence

Learning Environments


Classroom


     Resources (computers, internet access)

                 School locale


Inner city



Rural



     College or University


Learning Outside the Classroom


     Home environment


     Dormitory

Course Materials and Content

Examinations


     Multiple choice versus essay


     Feedback versus no feedback


     Comprehensive (cumulative) versus unit-by-unit examinations


Textbook



Narrative versus expository



Text difficulty



Presence/absence of adjunct questions 


Sciences



Physical Science



Social Sciences


Humanities


Art and Music

Note. A non-exhaustive list of factors that could influence research outcomes and limit their generalizabilty.


